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This work addresses Sri Aurobindo’s mantric poem, Savitri, with a computational linguistic approach. We build the connectivity matrix between all main word pairs and analyse its structure.
Concepts emerge as directions that better explain the variance of the data in such hyper-space of
words. When projected to the low dimensional space of concepts, the vector of attention as the
reader moves through the text shows a large correlation across sections of the poem, thus acting the
future and the past over again. These findings suggest that Savitri’s mathematical structure is a
substrate for the author’s main ideas, facilitating the reader’s understanding of the poem’s meaning
via its long-range dynamical correlations. Acknowledging an irreducible essence to poetry, future
studies on the relationship among words, sounds and ideas may provide invaluable hints of the origin
of language and its intimate relationship with the evolution of human consciousness.
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The fact that the insights of this and other pieces of
writing are intelligible to you as a reader is perhaps one
of the greatest mysteries of language. However, the familiarity in our daily use of words to express ideas is
often mistaken by an understanding of the nature and
processes underlying that capacity. From the manyfold
communication instances we see in nature, human language is an exceptional case. Although most of the information we often exchange through phones or the internet
is a mere exercise of relatedness without much meaningful content, higher expressions of consciousness such as
poetry embody complex ideas, from abstract thoughts to
very intimate experiences, with an exceptional vividness.
How does an idea become text? How is that signal traced
back to meaning? How can we almost effortlessly grasp
what a book is about despite not remembering the precise word sequence details of any of its thousand pages?
Here we seek answers to these questions using mathematical, statistical and computational tools. Following procedures developed and applied to prose writings [1], we
analyse now how poetic structure supports meaning and
how long-range dynamical correlations facilitate its understanding. We concentrate on Sri Aurobindo’s Savitri
[2]. Being one of the longest poems ever written in English literature, Savitri offers an exceptional opportunity
to investigate, from a quantitative perspective, what poetry is. Indeed comparable to Homer’s works, this 24000line epic and allegoric masterpiece is in the vanguard of
the use of quantitative meter [3]. Furthermore, its existing translations to several languages place Savitri as
a privileged system to analyse to what degree the original meaning is conserved in the structure and dynamics
across different languages. Most interestingly, Savitri is
a mantric poem, which poses very interesting questions
about the nature, role and differences of speech versus
written text.
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Figure 1: Word occurrences. Number of times each word
appears in the whole poem. The plot shows the first 15 words
of a total of 1640 main words, ranked by occurrence, after excluding stop-words and sub-threshold words. Nouns are dominant. The alphabetical list of all words, their occurrence and
position in the text is easily obtained by similar means.

RESULTS

The space of words. The text analysis was based on
custom made scripts written in the free programming
language R [4]. Codes are available upon request. For
text preparation, hyphens and punctuation marks were
removed. All words were ranked according to their number of appearance in the whole text. Stopwords were then
filtered out. The list of stopwords was minimal, containing only main pronouns, articles, prepositions and adverbs. Words occurring in lower frequencies than a given
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Figure 2: Co-occurrence. Pairwise relationship between the
word earth (ranking position 8) and each of the 30 words
with greater occurrence. Co-occurrence between two words
is calculated within a window of attention of 200 words and
then normalised for absolute word pair frequencies. Note that
in the example shown here earth is anti-correlated with itself
and with the word self, its presence is non-informative of the
word all, and it is positively correlated with heaven and man.
Namely, earth and heaven are statistically entangled: they
appear closer to each other more frequently than random.

threshold (in our case less than 12 times in the whole
poem) where discarded. No stemming procedures to reduce words to their root were applied here, so that the
original inflections and formative elements the author
chose were not lost in the analysis. In numbers, the nearly
24 thousand lines of the poem contain approximately 200
thousand words, out of which 10 thousand are different.
This denotes a highly specialised use of language. After
filtering for repetitions, stopwords and rare occurrences,
we are left with slightly less than 1700 different main
words. Interestingly, most of the words are nouns. In figure 1, the first 15 words of the main list are shown.
Structure. We calculated the connectivity matrix between all possible pairs of main words within a window of
attention. Namely, for every word we counted how many
times every other word is found within a distance of 100
words back and forth; a window that is reasonable for
a reader’s short-term attention capacities. These pair relationships can be efficiently stored in the so-called cooccurrence matrix, which is then normalised to correct
for the absolute frequency of words [1]. Beyond single
word statistics, this quantification captures a word-toword interaction network beyond nearest neighbours. As
depicted in figure 2, the information across one column
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Figure 3: Structure. Matrix quantifying the relative cooccurrence of each word pair. Row 8 corresponds to figure
2. Red-orange and yellow-white colours depict positive and
negative values, respectively. The full matrix is a proxy for
the structure of the whole poem, which can be visualised as a
data cloud in a large dimensional space. Here we display only
the first 30 main words.

of the matrix provides hints about how a particular word
is related to the rest. In figure 3 we show Savitri ’s cooccurrence matrix for the first 30 positions, out of its
total of 1640 dimensions, given space visualisation constraints. Note the great compression of information that
such a representation allows for.
Dimensions. The hundred-fold reduction in the number of words we are dealing with is still not a simple
enough description to gain an understanding of the richness and complexity of the poem as a whole. Rather than
focusing on a particular word or word pair, we aim for
a comprehensive measure of the text structure that correlates with meaning; one where only a few dimensions
are needed and relevant: we are looking of the emergence
of concepts. Then, to learn something interesting beyond
the connectivity matrix of the poem, we can ask the following question: given that every line of the matrix is a
dimension in a space of words, and given that every column is a data point in that hyper-space, if we think of the
poem as a complex cloud of data, is there a reduced set
of directions that explains most of the variance in that
cloud?
In fact, we are asking two questions: how many directions do we need and what do they mean? The answer
to the first one will tell us whether the system allows
for a dimensionality reduction. For instance, in a two dimensional space, a simple visual inspection would tell us
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Figure 4: Dimensionality reduction. Singular values, decreasingly ranked, resulting from the singular value decomposition of the co-occurrence matrix. The first values account for
most of the variance and so we are interested in their corresponding directions. Both the static and the dynamic features
of the poem will be projected to this low dimensional space
of ideas.

C1+
truth
force
man
must
matter
ignorance
law

0

C3+
god
earth
light
truth
heaven
human
bliss

C3−
night
void
darkness
huge
dead
nothingness
black

Table I: Concepts. Highest singular components from the
singular value decomposition of the co-occurrence matrix.
These are the most explanatory directions in the space of
words, and can be interpreted as concepts emerging from the
poem’s structure. For every concept, we show the words that
cluster more toward positive and negative extremes along each
direction, based on their coefficients in the singular component. Despite copulas are missing, such word combinations
indeed capture relevant content, ideas or topics of the poem.

that an ellipse-like cloud of points can be described by
its major and minor axes. Our brain immediately rotates
the gestalt and perceives its length and width. For most
matters, we do not need to know the position of each
and every point anymore, but just to consider both axes.
We reduced the swarm of points to two relevant numbers and we know what such directions mean. In four
dimensions the same operation is already involved to visualise. As for the poem, we are dealing with more than a

Figure 5: Dynamics. Evolution of the vector of attention
projected on the first concept (C1) as a reader moves through
Canto 3 of Book 1, from the beginning to the end. Particular
sections of the canto explore clusters of the concept, while
others seem unrelated.

thousand. Fortunately, geometric transformations in arbitrarily high dimensional spaces are dealt at ease using
basic algebra. We apply the so-called singular value decomposition to the co-occurrence matrix in order to retrieve principal components and singular values, namely,
meaningful directions and their relevance. Singular values ranked in decreasing order are shown in figure 4. To
progress with our analysis of Savitri, next we focus on
the principal directions with highest singular values.
Concepts. By treating the poem as data within a computational approach, can we gain some understanding?
After the dimensionality reduction, we search for meaning along the principal directions. Every principal direction is a vector of coefficients associated to each word.
Coefficients close to zero indicate that the corresponding
word is not relevant across the direction under consideration. Therefore, words that are either on the positive
or negative axis along each principal direction are clusters representative for that concept. We show Savitri ’s
three main concepts in table I. Regardless of whether
these mathematically obtained units of meaning are coincident with the reader’s most particular experiences or
thoughts about Savitri, it is obvious that they are not a
collection of random words. Without introducing any semantic bias, meaning may emerge from context in terms
of these word clusters extracted by the computer.
Dynamics. So far we have not considered the dynamics
of the poem, but only its static structural relationships.
A poem, and more generally any book, is read in a se-

4

0.98
0.96

DISCUSSION

0.92

0.94

Log[Auto-correlation]

1.00

1.02

cepts. Next, we calculated the auto-correlation function
at different times, measured in word distances. Figure
6 demonstrates that correlations are maintained at very
long distances. Intriguingly, the corresponding exponent
of decay is very low. Strong dynamical correlations are
present thoughtout Savitri, facilitating the limited capacities of the reader to hold on to Sri Aurobindo’s transmission of ideas for very long times.
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Figure 6: Correlations. Autocorrelation function of the vector of attention of the whole poem, when projected onto the
five main concepts, as a function of time understood as distance measured in word units. The linearly decreasing dependence in logarithmic scale implies the existence of longrange correlations: concepts within a window of attention of
200 words are maintained beyond four orders of magnitude,
namely, across 10000 words. Such power law behaviour in
written texts has been shown to emerge from an underlying
hierarchical organisation [1].

quential manner from a beginning to an end. How does
the focus of attention of the reader move in the meaningful space of concepts that has emerged? Defining the
so-called vector of attention as in [1], we quantify the
point in the hyper-space of words where the reader is
at every moment in time, assuming it can remember the
words comprised in the previously defined window of attention. In essence, as one goes through the lines of the
poem, a different short sequence of words is explored.
As shown in figure 5, we can now ask what concepts
the reader’s attention is projecting to. That may prove
useful to cluster certain pieces of text by the ideas they
explore, and even to summarise them without the need
of human intervention. Dwelling upon the space of concepts, we may also uncover the intentions of the author
to guide the reader through certain patterns that better
convey the story. This formalism also allows to instantiate to what degree and in what way the author’s ideas
can be recalled and remembered across the whole poem.
Why do I have a feeling of continuity in meaning from
beginning to end? Issues about memory can be quantitatively measured through temporal correlations. Accordingly, we transformed the whole poem into a long vector
of attention and then project it onto the five main con-

We have illustrated the uses and limitations of a radical
dimensionality reduction from the nearly 200 thousand
words Savitri consists of to a handful of computationally
derived word clusters that may represent its main concepts, therefore potentially revealing the author’s ideas
in the structure of the text. From such structure we
have then explored the dynamics of reading, finding that
within a limited span of attention the poem’s principal
ideas are correlated across very long distances, which may
contribute to the reader’s understanding of the complex
and multidimensional nature of thoughts embedded in
the text. As previously shown for written text in prose [1],
hierarchical structures induce long-range dynamical correlations in written texts. We have demonstrated a similar behaviour now for poetry. Moreover, this piece of work
offers the possibility to scrutinise literature with computational tools even when the goal of the study is not computational. It also raises interesting concerns about the
implications for translations, transcriptions and recitations. We discuss these below.
By simple extensions to the available codes we wrote to
process Savitri, we could address simple questions more
focussed to specific aspects of a text. For instance, to
study a particular word and see how often it appears and
where. Most document readers and internet browsers allow such tasks already. However, the advantage of doing
it ourselves is that we could customise it. Let us elaborate
on a potential to-do-list. As for words, we could measure
whether the word of interest appears more often at the
beginning or towards the end of the line. We dealt with
the most used words for statistical purposes. We could
now do the opposite and study the less frequent words
and their connection network. We may want to change
our definition for close pairs based on the window of attention, perhaps restricting it to the size of a single line
or a paragraph. We could focus on the stopwords themselves. Or one could easily check the difference between
words in upper and lower case, which is an aspect we
have disregarded so far. Plus, we could count the letters
of the words in very line, of concentrate on particular bits
of a word. The use of the suffixes ness, less and ing are
valuable targets. The apparent relevance of nouns over
adjectives or verbs is worth following up as well.
Such a custom made search engine would allow to sort
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the poem lines by its ending words as a way to study
rhythm. We could even focus on the use of punctuation
marks, and analyse the branching from books to cantos,
to sections within each canto and then to paragraphs
and sentences within each section. Note we could ask the
computer to rewrite the whole poem removing, modifying or adding words according to our particular demands
and, then, read it ourselves seeking changes in our experience or understanding of it. As we did our analysis
based on words, we could repeat it for lines themselves,
thus searching for correlations between other units of information. Cantos of similar content could be classified
similarly. Regarding concepts, we only had time to explicitly show the three main ones, but it would be interesting to explore the rest of the list and potentially
study the relevance of a concept and its co-appearance
with others. For instance, the fifth principal component
contains words invoking a sense of dark lightness: air, far,
half, dim, sky, tread, road, past, vague, hardly and dusk.
And concept number seven gathers the following list of
frightening words: night, pain, darkness, evil, hell, black,
sombre, agony, cells, tortured.
Even more promising future directions targeting
greater aims are discussed next. First, one would study
the effect of subtle variations on Savitri, as highlighted
in [5]. Note that vector of attention does not capture the
particular order of each word in a line, which is central
to poetry and thus should be considered in the future.
Similarly, it is an irresistible follow-up to look at the immense collections of works by Sri Aurobindo, searching
for principles, and perhaps differences, across his varied styles of writing and wide range of topics. The prolific outcome of the author was very well documented in
time. So one could perhaps find a quantitative evidence
of the evolution of his writings. Actually, Savitri was itself written and edited during decades. Impressively, Sri
Aurobindo wrote several books simultaneously. Can the
structure and dynamics of every book be paralleled by
the rest? Very remarkably, The great importance of Savitri makes it a poem translated to many languages. This
offers an unprecedented opportunity to study the effect,
and even quality, of a translation by using all the above
measures. What varies and what is universal across languages? For instance, it would be interesting to see what
concepts emerge when singular value decomposition is
applied to Savitri in English, Catalan or Tamil. And
whether the phylogeny of such languages constraints the
remarkable properties we found for long-range dynamical
correlations. For the first time, we could quantitatively
address whether we are lost in translation. How easier is
it to comprehend a poem in its original language where
the signature of the author is present in every single detail? We succeeded in the computational analysis of the
poem without any stemming manipulation, which facilitates the direct analysis for any language regardless of
whether WordNet is available.
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Figure 7: Sound is not text. Spectrogram graphically depicting measurements of frequency, intensity and duration of
lines 1 to 11 of Canto 3 of Book 1 (reading by Rod Hemsell).
If a poem is written to be read aloud, and thus heard, it is in
the sound, and not in the text, that its secrets are to be found.
This kind of quantification could be used in future studies to
address the structure and dynamics of meaning transmitted
through speech, such as in modern political debates and banal
cafe discussions all the way to the ancient oral traditions and
mantric poetry.

Sound is not text. As trivial as that can sound (or
read), it turns out that the oral aspect of human communication may have underlying principles and processes
that are different than those of writing and reading. In
fact, old traditions relied on speech rather than on text.
Of course one fundamental cause for that is the fact that
they could not produce and share documents as we do
nowadays. However, the mantric nature of many cultural
and spiritual teachings states that sound is a key ingredient for getting the message across; not just as a vehicle
but often as the very message itself [6]. And let us not forget that language evolved as spoken language, and only
much latter writing took place. From a linguistic perspective, phonetics is another important aspect of language
which should not be disconnected from semantics. In figure 7 speech is measured for a few lines of poetry by
means of a spectrogram, which quantifies intensity, frequency and duration. Following [7], we checked whether
the spectral components of speech had different properties when Savitri is recited by different subjects, and we
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used normal speaking as a baseline control. We found no
significant differences (data not shown). More needs to
be done in this direction.
Finally, one could envision correlational studies about
the effect of reading or hearing Savitri at the level of individual subjective perception and objective physiological
functions such as heart beat and breathing rate, or even
brain activity by recording voltage changes through human scalps with electroencephalogramphy techniques. In
that situation, two control experiments could be very revealing. First, to check the differences between reading,
reading aloud and listening to poetry. Second, to look for
those effects that are independent of explicit intellectual
comprehension, for instance by recording while stimulating subjects with a recitation of Savitri in a language
they do not speak. That might indicate in what cases it
is more effective to listen to something you don’t understand than to read a translation in a language you are
familiar with.
We have mentioned the importance of hierarchical
structures in language and their role in long-range correlations [1]. Future studies should address another aspect:
the dynamic build-up of complexity in poetry by means
of a recursive function. Namely, to what extent a nested
repetition that cyclicly moves from familiar to unknown
states can explain how each part of the poem supports
the application of the whole. This would solve, to some
degree, what Schopenhauer poses as a contradiction [8]:
a single thought must preserve the most perfect unity
whereas a book must always have a first and a last line,
remaining very unlike an organism, however like one its
content may be.
Regarding recursion in a slightly different context,
there is an intriguing connection between the evolution
of animal behaviour and that of language. First, the relevance of the latter in constraining our understanding
of the organisation of animal movement across species
[9]; certainly an interesting overlap between linguistics,
ethology and neurobiology. Second, recursion, or the capacity to generate an infinite expressive potential from
a finite set of elements, as perhaps the only and unique
human component of the faculty of language in its broad
sense [10]. Finally, and bridging the previous two ideas,
the fact that the principle of recursion in animal exploratory behaviors, rather than in communication itself,
may have been the evolutionary prerequisite for human
language to unfold [11]. This offers a provocative hypothesis about the origins of human language as necessarily embodied language, in which the meaning of abstract
ideas emerged from sensorimotor metaphors. Playing seriously with words, perhaps that is why to comprehend
an idea, or to grasp it, recalls the same action as to firmly
hold a thing, namely, to grasp that thing; or why we
might say we understand something when are placed under its full influence and power, namely, when we stand
under it. To see means both to perceive with your phys-

ical eyes as well as to discern or deduce after reflection,
expressing comprehension.
Coming back to poetry we may reckon now that actions, images and words are intimately intertwined. The
poet, while trying to express and impress a whole complex personal experience on the reader, faces a unique
and practically impossible task. The reader, failing to
understand all what is behind the poet words, is provided with an image of it, one that is tangible and distinct enough that ideas seem to be extended like objects
in space. From this point of view, words and sounds are
neither the cause nor the effect of meaning. They are part
of it. They form it in terms of space and time by means of
images and rhythm, respectively. We dynamically express
ourselves by means of words and think in terms of space.
The entanglement between our sensorimotor capacities,
our conception of time and space, and the unfolding of
language is patent.
On the whole, the present work raises many more questions than the answers it provides. This is because of the
ill-defined nature of our endeavour, namely, to reduce
what is irreducible: the highest expression of human consciousness into a computational problem. This can nevertheless be a departure point from which future studies
take over to succeed in opening the doorways of meaning. Nothing prevents us from enquiring about the measurable nature of ideas as conveyed in language forms,
despite then being left with nothing but their quantitative correlates devoid of any true qualitative element.
Ironically, the very same thing that we had sought to
eliminate in the first place, and strove to keep out of the
picture during our scientific detour, is precisely what we
expect to emerge and what we miss to see fully at the end.
Perhaps by attempting such impossible feats we shall become more aware of the necessity to lessen the duality
(and the obscure confusion) between quality and quantity. Paraphrasing Bergson [12], it seems that language
borrows from text and sound the meaning on which it
feeds and restores it to them in the form of a dynamical
structure which it has stamped with its own freedom. As
the philosopher would put it, instead of seeking to solve
the question, we shall show the mistake of those who ask
it.
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